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Inside the Box:
the Model’s Role
Tokens, embeddings, and 
next-token prediction

The ␣cat ␣sat
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The harness runs the loop; the model proposes

your laptop model provider

you
harness

the agent program model

tools
read, edit, run

project
~/todo

Make add_item reject
blank titles.

A task, in
plain language.
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The harness runs the loop; the model proposes

your laptop model provider

you
harness

the agent program model

tools
read, edit, run

project
~/todo

Make add_item reject
blank titles.

request
your task + information
about the project

The model cannot 

see your machine. 

It knows only 
what the harness 

sends.

SSID:loop-request SSFINAL
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The harness runs the loop; the model proposes

your laptop model provider

you
harness

the agent program model

tools
read, edit, run

project
~/todo

Make add_item reject
blank titles.

request
your task + information
about the project

reply: a tool call
uv run pytest

It asks for a tool.
It cannot run one.

SSID:loop-tool SSFINAL
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The harness runs the loop; the model proposes

your laptop model provider

you
harness

the agent program model

tools
read, edit, run

project
~/todo

Make add_item reject
blank titles.

request
your task + information
about the project

reply: a tool call
uv run pytest

result 1 failed, 4 passed

✓
Allowed by the
permissions in place

SSID:loop-run SSFINAL
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The harness runs the loop; the model proposes

your laptop model provider

you
harness

the agent program model

tools
read, edit, run

project
~/todo

Make add_item reject
blank titles.

next request
… + the tool result

reply: a tool call
uv run pytest

result 1 failed, 4 passed

the agent loop
step after step

SSID:loop-repeat SSFINAL
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The harness runs the loop; the model proposes

your laptop model provider

you
harness

the agent program model

tools
read, edit, run

project
~/todo

Make add_item reject
blank titles.

next request
… + the tool result

final reply: no tool call
Done: blank titles
are now rejected.

result 1 failed, 4 passed

a

b

a  The model 

proposes.
b  The harness

controls tools and
permissions, and
runs the calls.

Check the result
yourself.

SSID:loop-done SSFINAL



AI Code 8

Text is split into tokens

text tokenization is simple

SSID:token-raw SSFINAL
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Text is split into tokens

text tokenization is simple

tokens token ization ␣is ␣simple

words tokenization is simple

4 tokens

3 words

a rarer word: two tokens a common word: one token

␣ marks a space · the split depends on the tokenizer
SSID:token-split SSFINAL
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A tokenizer has a fixed vocabulary

≈128,000
tokens in Llama 3’s vocabulary
an open model: its sizes are published

vocabulary

whole words ␣the ␣is ␣cat ␣simple

parts of words token ization ing un

punctuation . , ? !

other pieces \n (): -> ==

… and about 128,000 more

Llama 3 tokenizer: 128,256 tokens (Meta, 2024)
SSID:token-vocab SSFINAL
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Counting letters is awkward for a model

How many r’s are in strawberry?

✗ 2
a familiar wrong answer

✓ 3
correct

Newer models often get this 
word right: it is in their 
training data now.

SSID:berry-question SSFINAL
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Counting letters is awkward for a model

you see s t r a w b e r r y

1 2 3
ten letters,
three r’s

SSID:berry-letters SSFINAL
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Counting letters is awkward for a model

you see s t r a w b e r r y

one token ␣strawberry id 76657
One id for the
whole word. No
letters to count.

ids are illustrative · the split depends on the tokenizer
SSID:berry-token SSFINAL
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Counting letters is awkward for a model

you see s t r a w b e r r y

one token ␣strawberry id 76657

a few tokens ␣str
496

aw
675

berry
15717ids

Still chunks of
letters, not letters.

ids are illustrative · the split depends on the tokenizer
SSID:berry-chunks SSFINAL
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Put the letters in the text, or count with code

spell it out s t r a w b e r r y → 3

Each letter is now a token the model can 
count. It can still miscount.

run code
shell

~ $ python3 -c 'print("strawberry".count("r"))'
3 ✓ exact

A tool runs the exact operation, and we can 
read the code and check it.

SSID:berry-payoff SSFINAL
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Each token looks up a learned vector

id token its learned numbers

374 ␣is …

1820 ␣the …

2065 ization …

4382 ␣simple …

5963 token …

8415 ␣cat …

⋮

one row for every token: about 128,000 rows

SSID:embed-table SSFINAL
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Each token looks up a learned vector

id token its learned numbers

374 ␣is …

1820 ␣the …

2065 ization …

4382 ␣simple …

5963 token …

8415 ␣cat …

⋮

one row for every token: about 128,000 rows

ization

find its row

SSID:embed-lookup SSFINAL
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Each token looks up a learned vector

id token its learned numbers

374 ␣is …

1820 ␣the …

2065 ization …

4382 ␣simple …

5963 token …

8415 ␣cat …

⋮

one row for every token: about 128,000 rows

ization

 0.21

-0.83

 0.05

 1.12

⋮

-0.34

its embedding

16,384 numbers
in Llama 3’s largest model

Llama 3 405B: 16,384 numbers per embedding · values illustrative

SSID:embed-vector SSFINAL
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Training places related tokens near each other

embedding space, sketched in 2-D

␣cat

␣dog

␣kitten

␣puppy

␣car

␣truck

␣bus

␣apple

␣banana

Similar tokens
end up close.

The same direction:
the same relation
(cat → kitten).

The values start 
random. Training 
adjusts them.

a 2-D sketch: real embeddings have thousands of dimensions
SSID:embed-meaning SSFINAL
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The model predicts the next token

The ␣cat ␣sat ␣on ␣the ?

what comes next?

SSID:ntp-prompt SSFINAL
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The model predicts the next token

The ␣cat ␣sat ␣on ␣the ?

model
a black box, for now

SSID:ntp-blackbox SSFINAL
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The model predicts the next token

The ␣cat ␣sat ␣on ␣the ?

model
a black box, for now

probability of each possible next token

␣mat 40%

␣chair 25%

␣hat 20%

␣rug 10%

… and every other token in the vocabulary

Pick one, append it,
predict again.

probabilities are illustrative
SSID:ntp-distribution SSFINAL
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Inside the model: a stack of layers over each token

The ␣cat ␣sat ␣on ␣the ␣hattokens

SSID:arch-tokens SSFINAL
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Inside the model: a stack of layers over each token

The ␣cat ␣sat ␣on ␣the ␣hattokens

vectors
the embeddings
from the table

SSID:arch-vectors SSFINAL
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Inside the model: a stack of layers over each token

The ␣cat ␣sat ␣on ␣the ␣hattokens

vectors

attention

feed-forward

attention

feed-forward

Real models stack 
many more layers. 
Here: two of each.

SSID:arch-column SSFINAL
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Inside the model: a stack of layers over each token

The ␣cat ␣sat ␣on ␣the ␣hattokens

vectors

attention

feed-forward

attention

feed-forward

a

b

a  Attention: a token 

pulls in information 
from the earlier tokens.

b  Feed-forward works 

on each position alone.

SSID:arch-attention SSFINAL
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Inside the model: a stack of layers over each token

The ␣cat ␣sat ␣on ␣the ␣hattokens

vectors

attention

feed-forward

attention

feed-forward next token

. 38%

, 22%

␣and 14%

␣too 6%

probabilities are illustrative
SSID:arch-top SSFINAL
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Inside the model: a stack of layers over each token

The ␣cat ␣sat ␣on ␣the ␣hattokens

vectors

attention

feed-forward

attention

feed-forward next token

. 38%

, 22%

␣and 14%

␣too 6%

.

Append it: a new
column, the same
layers. Repeat.

probabilities are illustrative
SSID:arch-generate SSFINAL
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One predictor, from text to the next token

The ␣cat ␣sat ␣on ␣the ␣hattokens

vectors

attention

feed-forward

attention

feed-forward next token

. 38%

, 22%

␣and 14%

␣too 6%

text → tokens → vectors
→ the next token

SSID:outro-tokens SSFINAL
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One predictor, from text to the next token

The ␣cat ␣sat ␣on ␣the ␣hattokens

vectors

attention

feed-forward

attention

feed-forward next token

.

,

␣and

␣too

attention:
across positions
feed-forward:
each position

SSID:outro-arch SSFINAL
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One predictor, from text to the next token

The ␣cat ␣sat ␣on ␣the ␣hattokens

vectors

attention

feed-forward

attention

feed-forward next token

. 38%

, 22%

␣and 14%

␣too 6%

reply text for you

tool call uv run pytest

Every reply and every 
tool call comes from 
this one predictor.

SSID:outro-next SSFINAL


