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LLMs: From Predictions
to a Chatting Assistant
Sampling, chat and 
the context window

The ␣cat ␣sat ␣on ␣the ␣hat

40%␣mat

25%␣chair

20%␣hat

SSID:title SSFINAL
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Text is generated one token at a time

the context

The ␣cat ␣sat ␣on ␣the ?

model

predict sample append repeat

SSID:gen-context SSFINAL
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Text is generated one token at a time

the context

The ␣cat ␣sat ␣on ␣the ?

model

40%␣mat

25%␣chair

20%␣hat

10%␣rug

… and every other token in the vocabulary

most
likely

predict sample append repeat

probabilities are illustrative
SSID:gen-predict SSFINAL
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Text is generated one token at a time

the context

The ␣cat ␣sat ␣on ␣the ?

model

40%␣mat

25%␣chair

20%␣hat

10%␣rug

… and every other token in the vocabulary

a weighted
random pick

predict sample append repeat

probabilities are illustrative
SSID:gen-sample SSFINAL
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Text is generated one token at a time

the context

The ␣cat ␣sat ␣on ␣the ␣hat

model

40%␣mat

25%␣chair

20%␣hat

10%␣rug

… and every other token in the vocabulary

now part of the context

predict sample append repeat

probabilities are illustrative
SSID:gen-append SSFINAL
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Text is generated one token at a time

the context

The ␣cat ␣sat ␣on ␣the ␣hat ?

model

35%.

25%␣and

20%␣today

12%,

… and every other token in the vocabulary

predict sample append repeat

probabilities are illustrative
SSID:gen-repeat SSFINAL
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Text is generated one token at a time

the context

The ␣cat ␣sat ␣on ␣the ␣hat .

model

35%.

25%␣and

20%␣today

12%,

… and every other token in the vocabulary

ends the sentence

predict sample append repeat

probabilities are illustrative
SSID:gen-second-sample SSFINAL
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Text is generated one token at a time

the context

The ␣cat ␣sat ␣on ␣the ␣hat .

model

35%.

25%␣and

20%␣today

12%,

… and every other token in the vocabulary

Sampling at every step: the same 
prompt can give different text.

predict sample append repeat

probabilities are illustrative
SSID:gen-takeaway SSFINAL



AI Code 9

The same prompt can give different text

The ␣cat ␣sat ␣on ␣the the same prompt, every run

SSID:runs-prompt SSFINAL
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The same prompt can give different text

The ␣cat ␣sat ␣on ␣the

run 1 ␣mat . ␣The ␣cat ␣slept .

continuations are illustrative
SSID:runs-one SSFINAL



AI Code 11

The same prompt can give different text

The ␣cat ␣sat ␣on ␣the

run 1 ␣mat . ␣The ␣cat ␣slept .

run 2 ␣hat ␣and ␣dozed ␣off .

continuations are illustrative
SSID:runs-two SSFINAL
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The same prompt can give different text

The ␣cat ␣sat ␣on ␣the

run 1 ␣mat . ␣The ␣cat ␣slept .

run 2 ␣hat ␣and ␣dozed ␣off .

run 3 ␣rug ␣by ␣the ␣fire .

same input,
same settings,
different  samples

continuations are illustrative
SSID:runs-three SSFINAL
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The same prompt can give different text

The ␣cat ␣sat ␣on ␣the

run 1 ␣mat . ␣The ␣cat ␣slept .

run 2 ␣hat ␣and ␣dozed ␣off .

run 3 ␣rug ␣by ␣the ␣fire .

One run is not 
enough to judge 
how reliably a 
prompt works.

Variety helps when 
you want options: 
names, 
explanations, 
approaches.

continuations are illustrative
SSID:runs-takeaway SSFINAL
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Temperature reshapes the distribution

40%␣mat

25%␣chair

20%␣hat

10%␣rug

temperature 1
unchanged

probabilities are illustrative
SSID:sample-temp SSFINAL
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Temperature reshapes the distribution

58%␣mat

23%␣chair

15%␣hat

4%␣rug

lower temperature
sharper

40%␣mat

25%␣chair

20%␣hat

10%␣rug

temperature 1
unchanged

30%␣mat

24%␣chair

21%␣hat

15%␣rug

higher temperature
flatter

more predictable
more varied,
not always better

probabilities are illustrative
SSID:sample-sharp-flat SSFINAL
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Top-k and top-p narrow the set we sample from

top-k
keep the 3 most likely tokens

40%␣mat

25%␣chair

20%␣hat

10%␣rug

5%␣sofa

top-p
keep tokens until they reach 60%

40%␣mat

25%␣chair

20%␣hat

10%␣rug

5%␣sofa

40% + 25% = 65%

other controls

a limit on output tokens

a random seed (in some APIs)

no guarantee: the
GPU may add up in
another order

(0.1+0.2)+0.3 = 0.6000000000000001

0.1+(0.2+0.3) = 0.6

probabilities are illustrative
SSID:sample-dials SSFINAL
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Reshape, trim, then sample one token

the model’s
distribution

reshaped trimmed

temperature

reshapes

top-k, top-p

trims the tail sample
␣mat

probabilities are illustrative
SSID:sample-takeaway SSFINAL
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Predicting text well takes real skills

arithmetic

If 3 pens cost $6,

one pen costs $ 2

needs 6 ÷ 3

SSID:cap-reasoning SSFINAL
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Predicting text well takes real skills

arithmetic

If 3 pens cost $6,

one pen costs $ 2

translation

English: cat

French: ␣chat

relates two languages

SSID:cap-translation SSFINAL
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Predicting text well takes real skills

arithmetic

If 3 pens cost $6,

one pen costs $ 2

translation

English: cat

French: ␣chat

facts

The capital of

Japan is ␣Tokyo

a fact from training

SSID:cap-knowledge SSFINAL
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Predicting text well takes real skills

arithmetic

If 3 pens cost $6,

one pen costs $ 2

translation

English: cat

French: ␣chat

facts

The capital of

Japan is ␣Tokyo

one training goal: predict the next token
each skill can be tested on new problems

SSID:cap-takeaway SSFINAL
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A chat is a transcript the model completes

the transcript

user What’s the capital of France?

assistant It’s Paris.

user And of Japan?

assistant
model

SSID:chat-transcript SSFINAL
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A chat is a transcript the model completes

the transcript

user What’s the capital of France?

assistant It’s Paris.

user And of Japan?

assistant
model

one sequence
of tokens

the same next-token
predictor

SSID:chat-sequence SSFINAL
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A chat is a transcript the model completes

the transcript

user What’s the capital of France?

assistant It’s Paris.

user And of Japan?

assistant It 's ␣Tokyo
model

one sequence
of tokens

one token at a time

SSID:chat-complete SSFINAL
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A chat is a transcript the model completes

the transcript

user What’s the capital of France?

assistant It’s Paris.

user And of Japan?

assistant It 's ␣Tokyo <end>

user waiting for the user’s next message

model

one sequence
of tokens

a stop token:
the reply ends

SSID:chat-stop SSFINAL
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A chat is a transcript the model completes

the transcript

user What’s the capital of France?

assistant It’s Paris.

user And of Japan?

assistant It 's ␣Tokyo <end>

user waiting for the user’s next message

model

one sequence
of tokens

Completion over a 
transcript with role 
markers.

SSID:chat-takeaway SSFINAL
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Every request carries the whole conversation

request 1

system prompt

user Fix the failing test.

assistant read tests.py

the model’s reply

the next assistant turn:
a tool call

SSID:api-call-one SSFINAL
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Every request carries the whole conversation

request 1

system prompt

user Fix the failing test.

request 2

system prompt

user Fix the failing test.

assistant read tests.py

tool result the file’s text

assistant read tests.py
the first two lines again,
word for word

SSID:api-call-two SSFINAL
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Every request carries the whole conversation

request 1

system prompt

user Fix the failing test.

request 2

system prompt

user Fix the failing test.

assistant read tests.py

tool result the file’s text

request 3

system prompt

user Fix the failing test.

assistant read tests.py

tool result the file’s text

assistant edit cart.py

tool result edit made

assistant read tests.py
only the last two
lines are new

SSID:api-call-three SSFINAL
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Every request carries the whole conversation

request 1

system prompt

user Fix the failing test.

request 2

system prompt

user Fix the failing test.

assistant read tests.py

tool result the file’s text

request 3

system prompt

user Fix the failing test.

assistant read tests.py

tool result the file’s text

assistant edit cart.py

tool result edit made

assistant read tests.py

✓

✓

✓  reused from the cache
Prompt caching: the 
provider reuses its work 
on a beginning it has 
already seen.

SSID:api-call-cache SSFINAL
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Every request carries the whole conversation

request 1

system prompt

user Fix the failing test.

request 2

system prompt

user Fix the failing test.

assistant read tests.py

tool result the file’s text

request 3

system prompt

user Fix both failing tests.

assistant read tests.py

tool result the file’s text

assistant edit cart.py

tool result edit made

assistant read tests.py

✓

✗

an earlier line changed:
everything after it is
processed again

The cache also 
expires after a 
while.

SSID:api-call-miss SSFINAL
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The model sees a fixed number of tokens at once

system prompt

user Fix the failing test.

assistant read tests.py

tool result the file’s text

assistant edit cart.py

tool result edit made

keeps growing

SSID:ctx-seq SSFINAL
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The model sees a fixed number of tokens at once

context window

40% used

system prompt

user Fix the failing test.

assistant read tests.py

tool result the file’s text

assistant edit cart.py

tool result edit made

each token can use every token before it

6 tokens
21 comparisons

12 tokens
78 comparisons

twice the tokens,
nearly four times the comparisons

SSID:ctx-window SSFINAL
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The model sees a fixed number of tokens at once

context window

90% used

system prompt

user Fix the failing test.

assistant read tests.py

tool result the file’s text

assistant edit cart.py

tool result edit made

more turns

file cart.py

user Now add a test for it.

room for the reply

keep, summarize or remove?

the reply needs room too

SSID:ctx-limit SSFINAL
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Recap: from a prediction to a chatting model

Predict
Tokens and learned 
vectors give a distribution 
for the next token.

␣sat ␣on ␣the

SSID:recap-tokens SSFINAL
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Recap: from a prediction to a chatting model

Predict
Tokens and learned 
vectors give a distribution 
for the next token.

␣sat ␣on ␣the

Generate
Sample a token, append it, 
predict again: runs can 
differ.

␣on ␣the ␣hat ?

predict sample

append

SSID:recap-arch SSFINAL
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Recap: from a prediction to a chatting model

Predict
Tokens and learned 
vectors give a distribution 
for the next token.

␣sat ␣on ␣the

Generate
Sample a token, append it, 
predict again: runs can 
differ.

␣on ␣the ␣hat ?

predict sample

append

Chat
Completion over a 
transcript with roles, inside 
a finite window.

context window

30% used

user And of Japan?

assistant It’s Tokyo

SSID:recap-chat SSFINAL
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Recap: from a prediction to a chatting model

Predict
Tokens and learned 
vectors give a distribution 
for the next token.

␣sat ␣on ␣the

Generate
Sample a token, append it, 
predict again: runs can 
differ.

␣on ␣the ␣hat ?

predict sample

append

Chat
Completion over a 
transcript with roles, inside 
a finite window.

context window

30% used

user And of Japan?

assistant It’s Tokyo

a

b

a  What information was in the window?
b  What did the model generate from it?

SSID:recap-next SSFINAL


