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One operator, several agents

Every other participant is an
agent: one you start, or one
.~ another agent starts.

you
the operator
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One operator, several agents
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One operator, several agents

you
the operator
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> é subagents
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its own terminal - contact form
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its own terminal - pricing page
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its own terminal - blog layout
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way one
you talk to the
main agent

delegate a task

way two
you talk to
each one

follow a task



The main agent hands a task to a subagent
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| you answer main agent |
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' ' =" main agent's context 200,000 | 5
' | system prompt 6,000 '
| | you Build the landing page. 20 |
| the conversation so far 38,000 |
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| L B88000000000000 229 used | "
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The main agent hands a task to a subagent
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«———1It carries the task-

specific background
from your
conversation.



The main agent hands a task to a subagent
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The main agent hands a task to a subagent
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A decision left open: it assum
reports it could not finish. e



The main agent hands a task to a subagent
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| system prompt 6,000 ' | instructions, tools 6,000
' you Build the landing page. 20 | | CLAUDE.md if loaded 800
the conversation so far 38,000 I !br |efBU|Idthe fg)_o_t_e_r_:._. __________ 400
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A subagent: a second agent the main
agent starts for one delegated task.



Only the report comes back

= subagent's context 200,000 |
I brief Build the footer ...
| E0000000000000000000 % used |

: .=, main agent's context 200,000 |
| system prompt 6,000
the conversation so far 38,000

' you Give the footer to a subagent. 30

______________________________________________

seeel 0000000000000l 229% used )




Only the report comes back

.=, subagent's context 200,000 \ ( .=, main agent's context 200,000 |
| system prompt 6,000
filesitread index.html .. 38,000 the conversation so far 38,000
§ commands npm run build 2,500 |}
! errors the build failed 1,800 | | you Give the footer to a subagent. 30
retries and more reading 110,000
LLLLIT T (e 79% used | | smes ) O0000000000000 229% used |

All of its work land
Window, ands in its own



Only the report comes back
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| report Footer built, 3 files changed. 600 |
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The work stays here: its t i
inspected or v?esumeél. ranscript can be



Only the report comes back

[ .=, subagent's context 200,000 |
| instructions, tools 6,000
| brief Build the footer ... 400
| filesitread index.html .. 38,000
| commands npm run build 2,500
| errors the build failed 1,800
retries and more reading 110,000

| report Footer built, 3 files changed. 600

________________________________________________

________________________________________________

L L L] ] 80% used )

( )

.=, main agent's context 200,000
| system prompt 6,000
the conversation so far 38,000

you Give the footer to a subagent. 30

______________________________________________

(TITL 22% used )

The window is limited. Each subtask
gathers its own context; the main
agent keeps the conclusions.



Two starting points: a fresh subagent or a fork

a fresh subagent
starts from a brief

[ (=, its context 200,000 )
I brief Build the footer .. 400 |
| E0000000000000000000] % used |

F - i :
cg:\éxst?lf contained task: o small, focused



Two starting points: a fresh subagent or a fork

@ a fork

starts from a copy of the conversation

.=, its context 200,000

the whole conversation so far 38,000

same tools same model

(TITL 22% used

SE[ANRERYNIEIIl > /subtask Update the footer as agreed




Two starting points: a fresh subagent or a fork

2, a fresh subagent CB a fork
starts from a brief starts from a copy of the conversation
=7 its context 200,000 | =7 its context 200,000 |
| instructions, tools 6,000 | system prompt 6,000
| brief Build the footer ... 400 ' you Build the landing page. 20

the whole conversation so far 38,000

| task Update the footer as agreed. 30

Either way, only the
; result comes back.

same tools  same model

e e R e e e e e e e

L0000U00000000000U0000 % used ) . 88eeL0000000000U0000 229% used )

A task that needs wh
A task that stands on its own. out together. what you worked



Ask for subagents in plain words

& agent session ~/site

you typed by you Yo C
. . V) H
Please open four subagents, one per variant of the landing (O\Vlgzi\gg‘ ﬁ;’wna\rg
page: minimal, bold, dark and playful. Run them in parallel, many, in parallel,

and where each one

each on its own branch in its own worktree, and report back
works.

when all four are done.



Ask for subagents in plain words

& agent session ~/site

3 tool call asked by the model Check: four tasks
Agent (Build the minimal landing page variant) four WOthYees aS
Agent (Build the bold landing page variant) you asked.

Agent (Build the dark landing page variant)
Agent (Build the playful landing page variant)




One prompt fans out to four subagents

your prompt

- four variants

- in parallel

- one subagent each

- own branch + worktree
- main untouched



One prompt fans out to four subagents

- four variants urief minimaﬂ ti’]
- in parallel

- one subagent each
- own branch + worktree
- main untouched

(‘orief bold | |

chh one gets o
brief for its own
variant.
@ %uorief dark\} EED
main agent

l brief playful ; é




One prompt fans out to four subagents

t:j B../site-minimal

- four variants minimal < minimal

- in parallel

- one subagent each

- own branch + worktree
- main untouched EEJ o M ../site-bold

l brief bold @

B ../site-dark

@ —>| brief dark EED < dark

main agent

é M ../site-playful

playful <-ﬁayfu1

Four
alternatives
to compare,
not four
features to
merge.



One prompt fans out to four subagents

- four variants
- in parallel

- one subagent each
- own branch + worktree
- main untouched

main agent

minimal =] {*main
unchanged until
you review

bold &

Leave &
olecisioc/\Ol
open an

dark é’ fcg)ur agents
may make
four

{5 different

playful choices.



Watching subagents while they run

e Agent(Build the minimal landing page variant) /One rYow per
23 tool uses - 41.2k tokens

subagent the task
in brackets, its

progress under ijt.




Watching subagents while they run

mailn

» minimal
bold
dark

playful

running -
running -

running

running -

23 tool uses
17 tool uses

- 12 tool uses

9 tool uses

A panel under the
prompt: the main
agent and each
subagent.

1 ¥  move between rows
Enter open its transcript
X stop it

Esc back to the prompt



Watching subagents while they run

e Agent(Build the minimal landing page variant) /Finished: it leaves
Done - 31 tool uses - 52.0k tokens

the panel, and its

report reaches the
Mmain agent.




[tasks: everything this session runs in the background

> /tasks

Agent Build the minimal landing page variant zrunning

Agent Build the bold landing page variant running
Agent Build the dark landing page variant done

Bash npm run build running
Bash npm test running

@ subagents, running or recently finished

®) commands the agent started and did not waiit for: a build, test run



[tasks: everything this session runs in the background

> /tasks

Agent Build the minimal landing page variant zrunning

Agent Build the bold landing page variant running
Agent Build the dark landing page variant done

Bash npm run build running
Bash npm test running

One list for the backaround : .
commands and its sugbaggntgork of this session: jts



You can still reach a running subagent

main agent

~—

you Keep the hero image small. subagent

B minimal variant, running

Enter  oOnN its row, read its transcript, type
you



You can still reach a running subagent

[fj " messages while it runs

main agent\
its report, and a notice when it finishes f

subagent
minimal variant, running

SO a correction you give the
Mmain agent can reach o
Jou subagent halfway through.



You can still reach a running subagent

in your main session v~

permission from minimal variant

Bash npm install sharp ':?3
© allow | | © deny main agen:\
subagent
minimal variant, running

/Q\ Denied: it may find another

approach, or re T
you blocked port that it is




You can still reach a running subagent

Bash npm install sharp ’..’

main agent

subagent
minimal variant, running

A fork keeps the main agent’
— A complete brief: no interview tools, the question tool is"ldUOSled
needed. Messages: corrections .
during the run.



Several sessions, side by side

terminal 1
@ agent session ~/contact
you typed by you

Add a contact form.

& agent written by the model
Writing the form and its
checks.




Several sessions, side by side

terminal 1
@ agent session ~/contact
you typed by you
Add a contact form.

& agent written by the model
Writing the form and its
checks.

terminal 2
& agent session ~/pricing
you typed by you
Build the pricing page.

tool call waiting for your
permission

Edit pricing.html

terminal 3
& agent session ~/blog
you typed by you
Lay out the blog index.

& agent written by the model
One column or two?



Several sessions, side by side

terminal 1 terminal 2
@ agent session ~/contact & agent session ~/pricing
you typed by you you typed by you
Add a contact form. Build the pricing page.
& agent written by the model tool call waiting for your
Writing the form and its el
checks. Edit pricing.html
‘=, own context window (=, own context window
accept edits on default: asks first

terminal 3
& agent session ~/blog
you typed by you
Lay out the blog index.

& agent written by the model
One column or two?

r__A

.=, own context window

plan mode on

They work independently: tell each one the decisions that affect jts task



Several sessions, side by side

terminal 1
@ agent session ~/contact
you typed by you
Add a contact form.

& agent written by the model
Writing the form and its
checks.

=7 owh context window

accept edits on

working

terminal 2
& agent session ~/pricing
you typed by you
Build the pricing page.

tool call waiting for your
permission

Edit pricing.html

\.

terminal 3
& agent session ~/blog
you typed by you
Lay out the blog index.

& agent written by the model
One column or two?

=1 ownh context window

default: asks first

waiting for you: permission

=7 ownh context window

plan mode on

waiting for you: question



Agent view: every session in one list

& on an empty prompt

Needs input i o
% pricing page permission: edit pricing.html Uts this session in the
ackground and opens

* blog layout uestion: one column or two?
workingg d ; the list

* contact form editing form.js

minimal variant done, ready to review

One row per session, grouped b .
you, then the ones sti?( woprkingg state: the ones that need



Agent view: every session in one list

Enter open that session

< back to the list
Space peek, and reply

] >

A task typed here starts o new session,

which moves into o
worktree of its own before it edits.



Agent view: every session in one list

Check this group
often: answering
lets their work 90
on.

Needs input
* pricing page
* blog layout

permission: edit pricing.html
question: one column or two?




Give each session its own worktree

two sessions, one folder

& &

session A session B
m-~/site One overwrites the other’s change, or
@ works from contents that have
already changed.

styles.css



Give each session its own worktree

one worktree per session

& 2

session A session B
& Yvorktree separates m../site-a j m../site-b j
edits. Tt is not o security
sandbox. You decide when —
to merge. —
styles.css styles.css

styles.css

@ shared history,
O(__ O ‘__O @ a branch each



Give each session its own worktree

one worktree per session

& 2

session A session B
Worktree first, then the W ../site-a j et \l
task. Check the folder
before it edits: a worktree —
mq\de later does not undo —
feo{:is already in the shared —
older. styles.css styles.css

styles.css

@ shared history,
O(__ O ‘__O @ a branch each



Delegate it, or follow it?

a complete brief
nothing will need asking

Footer with the address

—

E‘avicon

)

J

[—cookie banner

—

e

*9 .-.

/ subagent



Delegate it, or follow it?

a complete brief

footer with the address
favicon

cookie banner

subagent

a task that needs a conversation

you stay in the loop

[ pricing page
questions before it can be built

v

( sighup flow |
Ldecisions along the way

J

colour scheme
shown to you and adjusted

\, o

— [ Q

you
in its session



Delegate it, or follow it?

a complete brief a task that needs a conversation
nothing will need asking you stay in the loop

[ pricing page

) A
Footer with the address _J \ questions before it can be built \
) [ W

: . signup flow
FaVIcon 5 = decisions along the way /O\

’ L )
— /subagent you
[—cookie banner colour scheme in its session

shown to you and adjusted

\, o

J

Will the task need you

during the run?
s Yes:

No: delegate it. < keep it where you

can answey.



Waiting for you limits parallel work

@ agent working  ®® waiting for your answer work completed

session 1 | N ——

1 3 5
sessions

time

illustrative values



Waiting for you limits parallel work

@ agent working  ®® waiting for your answer work completed

session 1 | N ——
session 2 [N N [ —
session 3 [N [ N [ —

1 3 5
sessions

time

You answer ime; i
one at a time; the others’ questions waiit

in the same queve.

& Al Code illustrative values 47



Waiting for you limits parallel work

@ agent working  ®® waiting for your answer

session 1 | | I —

session 2| N [ —

session 3 [N 1 I T —

session 4 [N

session 5 [
™

\ time

The fifth asked early and is still waiiting.

@B Al Code

work completed

1 3 5
sessions

barely more
work

illustrative values

48



Waiting for you limits parallel work

@ agent working  ®® waiting for your answer work completed

session 1 | | I —
session 2| N [ —
session 3 [N 1 I T —
session 4 [N

1 3 5
sessions

Your attention is one limit. Find how Mmany

sessions you can answer and review without o
growing backlog.

& Al Code illustrative values 49



[cost: model time and elapsed time

Total cost:

An estimate at APT

prices. With a subscription it is not an
extra bill, unless yo

U turned on extra Usage.



[cost: model time and elapsed time

Total duration (API): 6m 20s
Total duration (wall): 41m 10s

model requests - 6m 20s elapsed - 41m 10s




[cost: model time and elapsed time

Total duration (API): 6m 20s
Total duration (wall): 41m 10s

model requests - 6m 20s elapsed - 41m 10s

_ 34m 50s outside model requests

Waiting for you, b
time. 9 Y ut also tools and other delays: not a direct measure of your response

Compare it across parallel sessions with the questions left Waiting



Delegate, follow, and keep the edits apart

’ Delegate to a subagent Follow it in a session

‘ .-0
A complete task, and a report you A task that needs a conversation:
review. Its detailed work stays out you answer decisions as they arise.

of the main context.



Delegate, follow, and keep the edits apart

Delegate to a subagent

A complete task, and a report you
review. Its detailed work stays out
of the main context.

A worktree each

Set it up before the agent changes
files; merge after review.

Follow it in a session

A task that needs a conversation:
you answer decisions as they arise.

Watch the queue

Extra agents help only while you
keep up with their questions and
reviews.



